Name: ________________________________________

22S:166 Computing in Statistics

Instructor:  Cowles

Midterm 2

Nov 8, 2006

Instructions:  You may use Windows R, or if you prefer, you may log into a Linux computer and run Linux R.  Copy and paste your solutions into this Word document.  Email the document as an attachment in a message to me at 

kcowles@stat.uiowa.edu.

1. Note that the following R code may be used to produce a 90% bootstrap percentile confidence interval for the .1 quantile of a population distribution based on a single sample drawn from the population.  In the example below, the data is in a vector called “mydat.”

qfunc <- function(x, index) {quantile(x[index] , 0.1) }

library(boot)

boot.out <- boot( mydat, qfunc, R=100)

percentile.ci <- boot.ci(boot.out, .90, type="perc")$perc[4:5]


Use the above code as part of an R function (or functions) to carry out a simulation study to estimate the coverage of nominal 90% bootstrap percentile confidence intervals when the population distribution is Gamma(2,5) and the sample size is 20.  Note that the following line of R code calculates the true theoretical .1 quantile in a Gamma(2,5) population:

truth <- qgamma( 0.1, 2,5)

Since the bootstrap is computationally intensive, a simulation study of the bootstrap could take a very long time!  While you’re coding and testing your R function(s), use no more than 5 replicate datasets and R no larger than 5 in the “boot” function.  When you do the final run of simulation study, use 100 replicate datasets and R=100.

a.  Paste your R code here.

function(n,S,B)

{

# Recall that "coverage" of a procedure for calculating confidence intervals means the

# proportion of the time that, if a random sample is drawn from the population and the

# procedure is applied, the true population parameter will be contained in the resulting interval.

# In this problem, the procedure we are interested in is the bootstrap percentile method.  To

# carry out the simulation study, we must 

#    a) simulate datasets from the theoretical population of interest (Gamma(2,5))

#    b) for each dataset, calculate the 90% bootstrap percentile interval for the .1 quantile

#    c) estimate the true coverage as

#                 number of resulting intervals that contain true value

#                 --------------------------------------------------

#                                   total number of datasets

#  d) compare our estimate to the nominal coverage (.90)

# define function for use by "boot" function

qfunc <- function(x, index) {quantile(x[index] , 0.1) }

# calculate true value of population quantity

truth <- qgamma( 0.1, 2,5)

# load "boot" library

library(boot)

# set up matrix for endpoints of intervals

ci.endpoints <- matrix( NA, nrow=S, ncol=2)


# simulate datasets and compute interval based on each

for (i in 1:S) {


mydat <- rgamma( n, 2,5)


boot.out <- boot( mydat, qfunc, R=B)


ci.endpoints[i,] <- boot.ci(boot.out, .90, type="perc")$perc[4:5]

}

contains.true <- as.numeric( ci.endpoints[,1] < truth & truth < ci.endpoints[,2] )

sum(contains.true) / S

}

b. Paste the output here.

> mid2prob1(20,100,100)

[1] 0.82

c.  Write a sentence or two stating whether your results suggest that the bootstrap percentile confidence interval has correct coverage in this setting.

The estimated coverage (0.82) is smaller than the nominal coverage (0.90).  Since the standard error of phat with sample size 100 when phat = 0.9 is 0.03, the difference probably isn't just random chance.  This suggests that the bootstrap confidence interval in this particular case is anti-conservative.  We would need to repeat the simulation study with much larger values of S and B to get a more definitive answer.  

2.  This problem is related to (but simpler than!) the homework problem on the EM algorithm.  Recall the following facts from that homework:

The exponential density may be parameterized as  f(ti) = λ exp( - λ ti ).

With this parameterization, if we have n observed failure times,   ti , i = 1,…, n, then:
The sufficient statistic for λ is ∑ ti and the maximum likelihood estimator is  n/∑ti .

If a failure time ti is not observed exactly but is known only to be larger than some given value ci, then the expected value of ti is 
E(ti) = ci + 1/λ.


In a clinical trial, the variable of interest was time from trial entry to death.    Three patients were observed until death, and their failure times ti , i=1,2,3, in months were:


11.2
13.4
18.0

Two patients were still alive when the trial ended.  Their censoring times, ci, i = 4,5, were

24.0
24.0

Write an R program to use the EM algorithm to find the mle of λ.  Treat the exact failure times for the two censored observations as missing data.

Paste your R code here.

function(lambda0, tol, maxiters)

{

data <- c(11.2, 13.4, 18.0, 24.0, 24.0)

censored <- c(0,0,0,1,1)   # 0 if data is observed value; 1 if censored

lambda <- lambda0  # start vector of estimates of lambda

maxiters <- maxiters + 1

iter <- 2

absdiff <- tol + 1

expdata <- data

while( iter <= maxiters && absdiff > tol )

{


expdata[censored>0] <- data[censored>0] + 1 / lambda[iter-1]


print(expdata)


lambda[iter] <- length(data) / sum(expdata) 


absdiff <- abs( lambda[iter] - lambda[iter-1])


iter <- iter + 1

}

list( lambda=lambda, converged = absdiff < tol ) 

}



Paste the output here.

> mid2prob2( 1,0.0001, 50)

[1] 11.2 13.4 18.0 25.0 25.0

[1] 11.20 13.40 18.00 42.52 42.52

[1] 11.200 13.400 18.000 49.528 49.528

[1] 11.2000 13.4000 18.0000 52.3312 52.3312

[1] 11.20000 13.40000 18.00000 53.45248 53.45248

[1] 11.20000 13.40000 18.00000 53.90099 53.90099

[1] 11.2000 13.4000 18.0000 54.0804 54.0804

$lambda

[1] 1.00000000 0.05399568 0.03917267 0.03529678 0.03395300 0.03344371 0.03324424

[8] 0.03316512

$converged

[1] TRUE

